‘standard for parallel programming
across heterogeneous processors
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A -BERE METEROGENEOUS WORLD

{ re, heterogeneous computing
-1 The new normal

Many CiPA,6s4, 8, ¢é

Very many GPU processing elementsT 1 0 0 6 s

1 Application !
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WHAT IS OPENCL™

Alndustry Standard
AOpen Standard
ACross Platform
AMulti-Vendor

ARoyalty Free
ABroad ISV Support

CPUs

Multiple cores driving
performance increases

Multi -processor
programming i
e.g. OpenMP

-~

Emerging
Intersection

Heterogeneous
Computing

GPUs
Increasingly general

purpose data -parallel
computing

Graphics APIs
and Shading
Languages

OpenCL ™ is a programming framework for heterogeneous compute resources

AMD
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_ ARE KHRONOS

Khronos - Visual Computing Standards

I Khronos creates open, multi-vendor standards for Authoring, Accelerating and Accessing
visual computing

IOpen consortium creating standards fAby
AFounded almost ten years ago i over 100 members - any company welcome

I Non-profit with strong commercial focus

AEnabling members and the wider industry to grow market opportunities

I Commitment to royalty-free standards

AMake money through enabled products i not from the standards themselves

Vi sual Computi f us e graphics,

processing Vi y and

AMD
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OPENCL™ WORKING GROUP

Initial proposal made by Apple
I A broad diversity of industry perspectives
IRERERRERERSRSNONN e ndor s, application devel opers, syste

AdTivision  BlIZARD AMD:' ARM ,,,m’},co,., ""’,mde_ph\y @ ERICSSON 2
intel) G815

Imagination ¢ LosAIamos

I

2 freescale FUJ ITSU | I graphicREMEDY ' ,... .

Q@ - nokia & Ejpetaparr CEREZ QuALCOMWW

AVIDIA. M SFTRARE ST
{r‘ TEXAS TOSHIBA Zi'i

INSTRUMENTS

Source Khronos n


http://www.codeplay.com/
http://www.amd.com/
http://www.gshark.com/
http://www.st.com/
http://www.fujitsu.com/
http://www.toshiba.com/

DEVELOPERS PREFER OPEN STANDARDS!

June 2011 developer survey
shows Inevitable success and
adoption of OpenCL

Respondents ranked most
popular APls for Multi-Threaded
Development

OpenCL ALREADY #2 in N.A.,
#3 iIn APAC

Market data provided by Evans Data Corporation | June 2011

|APIs for Current Multi-Threaded Development

The most popular multi-threaded development API used by developer.
survey is OpenMP (Open Multi-Processing), which supports multi-platform si.
memory multiprocessing programming in C, C++, and FORTRAN. OpenMP
currently used by 31% of respondents. OpenCL (Open Computing Language),
framework for writing programs that execute across various processor platforn
follows at 28%. Another 25% use Intel Threading Building Blocks, a C++ templ
library that leverages Intel's multi-core processors,

Which of the following do you program with Cout Percent of Peruem of
today? Responses

_'

. [OpenCL 1] - 124] -D
m-

m
_
_
_m——a
-Eﬂ

Novth American 2011 Evans Dala Corp.

Note that this multiple respons llowed the developers to select as many responses as
bed, and this the total number of cazes will not come to 100%. The response columm shows the
tal responses, while the case columm shows the percent of actual developers (cases) who




OPENCL™ PLATFORM MODEL

One host plus one or more Compute Devices

I Each Compute Device is composed of one or
more compute units

I Each compute unit is made up of one or more
processing elements

Processing
Element

Computé Unit

Compl;te Device




APrivate Memory

0 all workgroups

I On the host (CPU)

You must move data from host

Private
Memory

Private Private
Memory Memory

Work -Item . & EWork -ltem |

Compute Device

 hostwemy

Host

-> global

->

0 ¢ and back
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_—3128 =

<
A
mputation domain D Individual work it@m
for each point in domain of| |l 1 of 1048576
i
ML : :
[ s Global Dimensions: 1024 x 1024
4

i (whole problem space)

s— . Local Dimensions: 128 x 128
Synchronization betweerkitems

possible onyithin wrkgroupsasing
and

I (work group € exec

1024

Camotsynchronize
outside ofworkgroup

RS RSRERc e Y d i mensi ons that are Abest o f ofr

AMD!

11 | PPAM 2011 Tutorial



‘EXAMPLE: PARALLELIZING A FOR LOOP

Scalar

void

scalar_mul (const float *a,
const float *b,
float *c,
int n)

{

int I;
for( Ci=0; i<n; iI++))
c[i]aal— 1B 1]

Data Parallel

kernel void

dp “mui~(giobal const float *a,
global const float *b,
global float *c)

{
int id=C get _global id (0);

clid] = a[id] * b[id];

} /' / execute oV e-litemd

Kernel executed n
times, once for
each work item

Get the index of
the work item

For loop executed n times,

: Compute product
once for each work item

for each work item

AMD




pteron-
ADEON
U, Cell/B.E. o )

ction of devices

.‘ ; Context
uesd Submit work to the device
i Buffersd Blocks of memory
I Imagesdo 2D or 3D formatted images .

/Execution

I Programsd Collections of kernels

I Kernelsd Argument/execution instances
/ASynchronization/profiling

T Events

AMD1
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PREMIUM
GRAPHICS

context

Programs Kernels Memory Objects Command Queues
__kernel void |-= -
Siobal conat ot G Es

__global float

=

Buffers

o T

14 | PPAM 2011 Tutorial
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/ .h(d: hewrdwase-dependent

\ tDevicelnfo(device, param_name, *value)
, 'ﬁﬁpute units CL_DEVICE_MAX_COMPUTE_UNITS
ock frequency

Bk b

C CL_DEVICE_MAX_CLOCK_FREQUENCY
Memory size CL_DEVICE_GLOBAL_MEM_SIZE

I Extensions (double precision, atomics, etc.)

/Pick the best device for your algorithm
I Sometimes CPU is better, other times GPU is better

15 | PPAM 2011 Tutorial
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_uint num_devices_returned:;

cl device id devices[2];

err = clGetDevicelDs(NULL, CL_DEVICE_TYPE_GPU, 1,
&devices[0], num_devices_returned);

err = clGetDevicelDs(NULL, CL_DEVICE_TYPE_CPU, 1,

&devices[1], &num_devices_returned);

cl_context context;

context = clCreateContext(0, 2, devices, NULL, NULL, &err);
cl_command_queue queue_gpu, queue_cpu;

gueue_gpu = clCreateCommandQueue(context, devices[0], 0, &err);
gueue_cpu = clCreateCommandQueue(context, devices[1], 0, &err);

PREMIUM a
GRAPHICS

| Context |

16 | PPAM 2011 Tutorial
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» formatted data structures
ess only via read_image() and write_image()
Each image can be read or written in a kernel, but not both

17 | PPAM 2011 Tutorial
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CL_UNORM_INTS8, CL_FLOAT, eftc.

e 'f(for"reading images)

I Filter mode: linear or nearest

I Addressing: clamp, clamp-to-edge, repeat, or none
I Normalized: true or false

/Benefit from image access hardware on GPUs

CL_A, CL_RG, CL_RGB, CL_RGBA, etc.

18 | PPAM 2011 Tutorial
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CL_RGBA;

Image2D(context, CL_ MEM_READ_ONLY, &format,
image_width, image_height, 0, NULL, &err);

image_width, image_height, 0, NULL, &err);

cl_mem input_buffer;

input_buffer = clCreateBuffer(context, CL_MEM_READ_ONLY,

cl_mem output_buffer; sizeof(cl_float)*4*image_width*image_height, NULL, &err);

output_buffer = clCreateBuffer(context, CL_ MEM_WRITE_ONLY,
sizeof(cl_float)*4*image_width*image_height, NULL, &err);

AMD1

19 | PPAM 2011 Tutorial



| ér(queue, object, blocking, offset, size, *ptr, ...)
, émory object from host memory
teBuffer(queue, object, blocking, offset, size, *ptr, ...)
| f‘h"‘mémory object to host address space

IE queueMapBuffer(queue, object, blocking, flags, offset, size, ...)
Copy regions of memory objects

A clEnqueueCopyBuffer(queue, srcobj, dstobj, src_offset, dst_offset, ...)

/Operate synchronously (blocking = CL_ TRUE) or asynchronously

20 | PPAM 2011 Tutorial
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uccessfully built executable for each device

1el function in a program
~ ADeclared with the kernel qualifier
I Argument values

I Kernel objects can only be created after the program executable has been built

AMD1
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horizontal_reflect( src,
dst)

{
x = get_global_id( ); y = get_global_id( );
width = get_image_width(src); src_val = read_imagef(src, sampler,
(Int2)(width- -x, y)); write_imagef(dst, (iIn:2)(x, y), src_val);

Programs build executable code for multiple devices
Execute the same code on different devices

22 | PPAM 2011 Tutorial
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ry: A collection of kernels

‘ which kernels should be compiled
ags
-ompilation/build errors
e kernels
| T ” Returns a kernel object used to hold arguments for a given execution

AMD1
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File: kernels.cl

average_images( input, output)

sampler_t sampler = CLK_ADDRESS_CLAMP | CLK_FILTER_NEAREST | CLK_NORMALIZED_COORDS_FALSE;
X = get_global_id( );
y = get_global_id( );
sum = (float4) ;

pixel;
(pixel.x=x-SIZE; pixel.x<=x+SIZE; pixel.x++)
(pixel.y=y-SIZE; pixel.y<=y+SIZE; pixel.y++)
sum += (input, sampler, pixel);

(output, (" )(X, y), sSum/TOTAL);

cl_program program;
program = clCreateProgramWithSource(context, 1, &source, NULL, &err);

24 | PPAM 2011 Tutorial
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RNEL

LL, NULL, NULL, NULL);

..o(br’ogram, device, CL_PROGRAM_BUILD_LOG,
sizeof(log), log, NULL);
9:\n%s\n", log);

~ kernel = clCreateKernel(program, "average_images", &err);

25 | PPAM 2011 Tutorial
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»;"nqeueNDRangeKernel(queue kernel, 2, NULL, global, NULL, 0, NULL, NULL):
ANote: Your kernel is executed asynchronously
v Nothing may happend you have only enqueued your kernel

v Use a blocking read clEnqueueRead*(... CL_TRUE ...)
v Use events to track the execution status

26 | PPAM 2011 Tutorial

AMD1




~ SYNCHRONIZATION: QUEUES & EVENTS

Each individual queue can execute in-order or out-of-order
I For in-order queue, all commands execute in order

Synchronization between queues
I Synchronization supported by Events
I Multiple devices each have their own queue
I Multiple queues per device

AMD




ses the results of Kernel 1

Kernel 2 waits in the queue until l
Kernel 1. is finished

RS

nqueue Kerr
‘nqueue Kern

Command Queue

Time =—>

AMD1
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VICES/QUEUES

— O\l
DO
=
OO
NN from Kernel 1, and does
% % not start until the results
(ONeD)
) ey
OO
(e

Time—>

Time—>
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1arker that moves through the queue

ents(queue, num_events, *event_list)
into the queue

Command type and status
CL_QUEUED, CL_SUBMITTED, CL_RUNNING, CL_COMPLETE, or error code

AclGetEventProfilingInfo()
I Command queue, submit, start, and end times

AMD1
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‘PROGRAMMING KERNELS: OPENCL™ C

Derived from ISO C99

I But without some C99 features such as standard C99 headers,
function pointers, recursion, variable length arrays, and bit fields

Language Features Added to support parallelism
I Work-items and workgroups
I Vector types
I Synchronization
I Address space qualifiers
Many built-in functions
I Image manipulation
I Work-item manipulation,
i Math functions, etc.

AMD




lobal address space, images are global by default
only

mages
\ve to be global, constant or local.
assign to different pointer type.

AMD1
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m_¢ s (uint dimindx)
up_id (uint dimindx)

‘oups *local_size = global_size
'A‘Ioc‘:‘al_id + group_id * local_size = global_id
/global_size % local_size=0

34 | PPAM 2011 Tutorial
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must reach the barrier before they execute further. It must be
rk-group.

sLOBAL_MEM_FENCE i flush and ensure ordering for local or global

m_fence () ,write_mem_fence () T ensure memory loads and stores ordering

AMD1
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_1 float* input,
output)

get_glo@l_id(O) = |==11

input o2 2 | 1 | 9| 8| 4l 2| 92| o] o] 7|8
output | 81| 4 | 6] 1| 2 |8 |a| 3| 1| a]| a| 1|81 ]|esa|16| 1|8 a]|] ofofas]es

AMDT
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ROUP FUNCTIONS

get_work dim

o g get_num_groups ~ —2
o oovomvecsccscneceneamemnsns e s e ssenanans .
_ get_local_id —8 ;
B =0 get_global_id  —21

AMD1
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j'ushort, int, uint, long, ulong
otrdiff_t, size_t, uintptr_t, void,

..f.:ve2d t, image3d_t, sampler_t
B ot types

AMD1
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1t8, float16, double2, é

myAAIlgned at vector length

/Vector operations and built-in functions

AMD1
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(vi0.s0123, vil.odd);

CAN VAN IEV AN (Y 4
ST ) =T
2| 3|-7|-7
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Avector ops

|vi0 +=vil;

t8 v8 = (int8)(vi0.s0123, vil.odd);

Vi0 = abs(vi0):

]

CAN VAN IEV AN (Y 4
0 3
ST ) =T
21 3|-71-710 3
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SUMMARY

AMD Solution

AMD1




AMD ACCELERATED PARALLEL PROCESSING

OpenCLE

Open, multi-platform development for
heterogeneous architectures

The power of AMD Fusion: Leverages CPUs
and GPUs for balanced system approach
Application portability across diverse
systems

Broad industry support: Supported by -
AMD, Apple, ARM, IBM, Intel, Nvidia, Sony, »’ ge. A
over 70 more
AMD is the first company to provide a
complete OpenCLE solution
Momentum: Strong enthusiasm from
mainstream developers and application
software partners



FOR GPUS AND MWUSI CORE X86

hePower of AMD Fusion: Developers leverage
J eterogeneous architecture to enable superior
n;userexpenence

i Complete OpenCLE devel opment platform
i CertifiedOpenCLE 1. 1 comp!| KheonosGroup Th e
I Write code that can scale well on multi-core CPUs and GPUs

i AMD delivers on the promise of support for OpenCLE ,
with both high-performance CPU and GPU technologies

I Available for download now i includes documentation, samples,
profilers and developer support
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